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Abstract

This paper describes our submission for the Learn-
ing and Mining with Noisy Labels (LMNL) Chal-
lenge at IJCAI-ECAI 2022 for the image classifi-
cation task. Given the images from the CIFAR-
10 dataset and noisy labels obtained from crowd
workers, the task is to train an image classi-
fier from scratch to maximize performance on the
clean test set. The common approach is to ag-
gregate the provided labels. In our solution, we
instead directly use raw worker labels by learn-
ing vector representations for them and estimat-
ing their reliabilities. We process image features
and annotator vector representations together using
a Transformer encoder. Our experiments demon-
strate that this approach is effective in combina-
tion with self-supervised training. Our final so-
lution achieves 0.9 test accuracy in the AGGRE-
GATED noise setting, 0.68 in the RAND1 setting,
and 0.8 in the WORST label setting after train-
ing for 100 epochs. The code of our solution is
available on GitHub: https://github.com/btseytlin/
cifar-10-100n-toloka/tree/ijcai-lmnl-2022.

1 Introduction
Since the real-world datasets are rarely clean, there is a big
demand in Machine Learning that are proof to imperfections.
Incorrect labels, referred to as noisy labels, can lead to learn-
ing sub-par solutions or even producing outright dangerous
predictions. Sifting signal from noise is not an easy task.

The image classification task of Learning and Mining with
Noisy Labels focuses on training an image classifier on a
noisy version of CIFAR-10 [Wei et al., 2022]. In this set-
ting no clean labels are available. The noisy labels were ob-
tained from Amazon Mechanical Turk: each image was an-
notated by three different workers. The authors use these la-
bels to create three noisy label settings: AGGREGATED label,
RAND1, and WORST label. The task involves training a clas-
sifier that works well under all three regimes.

In this paper, we describe our solution to this task. The
key parts of our system include (1) learning annotator embed-
dings together with the classifier model, (2) learning an order

on annotators, and (3) using FixMatch [Sohn et al., 2020] for
self-supervised training.

2 Task Definition
In this section we describe the provided dataset, the task, and
the evaluation protocol.

2.1 Dataset
The dataset used in this task is a variant of CIFAR-
10 [Krizhevsky and Hinton, 2009], an image classification
task. The train set consists of 50,000 images and noisy labels
for them. The image size is 32 by 32.

The organizers provided three configurations of noise: AG-
GREGATED label, RAND1 label and WORST label. In the AG-
GREGATED setting, for each image the following is available:
the majority vote label, three raw labels, and annotator ids.
In the RAND1 setting, only the label that was submitted first
is available, as well as the identifier of the annotator. In the
WORST setting, only one label is available per image, it is
known it was provided by one of three annotators, but the
exact author is unknown.

The test set consists of 10,000 images with clean labels
obtained from the original CIFAR-10 dataset [Krizhevsky and
Hinton, 2009].

2.2 Evaluation
The evaluation metric is accuracy on the test set. For each
noise type, the submissions are ranked by accuracy. The final
ranking score of each team is an average of the rankings for
the three noise types.

Each solution is evaluated with five pre-generated random
seeds, which are unknown to the participants, w.r.t. a random
selected subset of CIFAR-10 test data with replacement and
the results are averaged. The same set of hyper-parameter
settings must be used for all three noise settings.

The competition is time-constrained. A solution must not
take longer than 10 times the execution time of the organizer’s
baseline. On our hardware, we estimated the baseline solu-
tion to take about 3 hours 30 minutes.

3 Method
In general, crowdsourced labels are not equally reliable.
Different workers might have different skills and attitudes.
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It has been shown that using information about annotators
leads to performance gains [Rodrigues and Pereira, 2018;
Chu et al., 2021]. Thus, aggregating labels inevitably de-
stroys useful information.

In this task, the true label of an image is unknown. Estimat-
ing the true label from crowdsourced data gives us a noisy
label. However, the raw label provided by an annotator is
always clean, that is, we always know that this annotator pro-
vided a particular label for that image.

In our solution, we leverage the information about annota-
tors and their reliabilities. We train a classifier that outputs a
probability distribution on annotator labels. In this setting, the
model is trained to predict how a specific annotator would
label an image. Then, we use the resulting labels and anno-
tator reliabilities to infer the true labels.

3.1 Problem Formulation and Motivation
In our classification problem, we have W annotators who an-
notate N images {x1, x2, . . . , xN} with one of L possible
labels. Denote yji as the label for the task i provided by an-
notator j. Since each object is annotated only by a subset of
annotators, we denote the set of annotators who annotated the
object i as Wi. We denote zi as the unobserved true label of
the task i. We define 0 ≤ sj ≤ 1 to be the reliability or skill of
annotator wj . A common way to estimate skills is accuracy
on the majority vote labels.

The end goal is to learn a classifier, that is, a function f
that given a set of objects along with their crowdsourced an-
notations {(xi, y

j
i )}NW

i=1,j=1, maps the object features to the
probability distribution on the true labels: f(X) = P (Z|X).

Since the true labels are not observed, we propose an in-
termediate goal: to learn a model for mapping object fea-
tures to the probability distribution on the crowdsourced la-
bels f̂(X) = P (yji |xi, wj). Our goal is to train an accurate
model of annotator behaviour given an image, which can later
be used to infer true labels.

3.2 Architecture
We introduce embedding vectors for annotators and denote
the embedding vector of annotator wj as ej . This is similar
to methods like DoctorNet [Guan et al., 2018], which learned
a separate network for each annotator, and CrowdLayer [Ro-
drigues and Pereira, 2018], which parameterized annotator
behavior with confusion matrices. In contrast, we do not im-
pose any assumptions on annotator embeddings.

Consider that K annotator labels are given for each im-
age. During training, for each sample we fetch the image xi,
annotator identifiers Wi = {w1, w2, . . . , wK} and annotator
labels {yw1

, yw2
, . . . , ywK

}. We process the image with the
backbone, a large convolutional network, to obtain the feature
representation vector hi. For the annotators, we retrieve their
embeddings {e1, e2, . . . , eK}. Vectors hi, e1, e2, . . . , eK are
passed into a Transformer Encoder network as an input se-
quence. Finally, each element of the output sequence is pro-
cessed by a multi-layer perceptron (MLP), the classifier head.
The output is a sequence of class logits.

The first element of this sequence is the logit corresponding
to the image vector and is discarded. Denote the remaining

Algorithm 1: Inference algorithm
Input: number of best annotators k, total number of

annotators W , annotator embeddings {ej}Wj=1,
annotator skills {sj} =W

j=1, input xi

Output: Inferred true label ŷi
1 Wi ← {j|sj are k largest};
2 hi ← Backbone(xi);
3 for j ∈Wi do
4 σj ← MLP(Transformer(hi, ej));
5 ŷji ← argmaxc σj,c;
6 end
7 ŷi ← MajorityVote

(
{ŷji }j∈Q

)
;

8 return ŷi;

output sequence as l. The vector lk represents the logit of k-th
annotator wk.

The classification function is then f̂(xi,Wi) =
MLP(Transformer(Backbone(xi), e1, e2, . . . , ek)). We
train the network by minimizing the cross entropy of each
pair of annotator provided labels and predicted logits,
weighted by the skills of annotators:

L(xi, {yji }j∈Wi
) = − 1

K

K∑
k=1

C∑
c=1

sk · ywk,c log f̂(xi,Wi)k,c,

where C is the number of classes, f̂(xi,Wi)k is the vector
of logits for annotator wk. Weighting by skills ensures that
labels of more reliable annotators have a larger effect on the
model while mistakes on labels of unreliable annotators are
penalized less.

The system is trained in an end-to-end fashion and the
model is able to learn any representation of annotators that
is useful for the task.

3.3 Inference
Making predictions in these settings is a challenge. The
model is trained to predict which label an annotator would
provide, not what the true label is. Practically, it means that
during inference we do not have an annotator embedding to
input into the model.

To solve this problem we use embeddings of the best
annotators. We select annotators with k largest skills and
make predictions using their embeddings, where k is a hyper-
parameter (we empirically found k = 7 to work well during
prototyping). In effect we are querying the model: what la-
bels would the best annotators provide? The resulting labels
are aggregated by majority voting. The whole procedure is
described in Algorithm 1.

3.4 Iterative estimation of annotator skills
Our method requires an estimation of annotator skills to
work. In this section, we introduce a novel method for it-
eratively estimating annotator skills alongside training the
model.

We define a skill sj of a worker wj as a probability of the
provided label being the true label sj = p(yji = zi). The
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Figure 1: Validation accuracy versus mean computed skill for two
experiments. Bold lines are obtained from the aggregated noise type
setting, where multiple labels are available. Dashed lines are ob-
tained from worst noise type, where only one label is available per
image. In the aggregated case the skills are initialized using major-
ity vote labels.

probability of assigning other labels is assumed to be dis-
tributed uniformly: p(yji ̸= zi) =

1−sj
L−1 .

In our model, given an inferred true labels ẑ, the number of
correct and total responses by annotator wj denoted as cj and
tj respectively, and smoothing parameters α, β, we estimate
the skill sj as follows:

sj =
c+ α

t+ α+ β

Smoothing probabilities prevents situations where an an-
notator only provides one label and gets assigned a skill of 0
or 1. During prototyping we found that α = 2 and β = 5
provide a good prior on crowdsourcing performance.

In the case of multiple labels per image, majority vote is
sufficient to infer ẑj for skill estimation. However, this is not
the case for the RAND1 and WORST noise settings of this
competition, where only one label is available per image.

We introduce a new method for iteratively estimating skills
for which one label per image is enough. The method is based
on agreement of annotators with the model. First, annota-
tor skills are initialized. In the case where multiple labels
are available, they are initialized with majority vote accuracy,
otherwise uniformly. Skills are kept fixed for a number of
warm-up epochs. Afterwards, before each validation epoch,
we make predictions in inference mode for all samples in the
training set using embeddings of one third best annotators by
current skills. We are effectively asking the model: what
would be the aggregated labels of the top one third work-
ers for all training images? The predicted labels are aggre-
gated via majority vote and used as inferred true labels ẑ for
estimating skills.

Under the WORST label noise setting, we do not know for
sure which of the three annotators provided the label. We
handle this situation by assuming that each of them provided
the observed label. This way some information about reliabil-

Figure 2: True annotator skills, computed over clean labels, versus
skills computed by our algorithm at different epochs.

ity can be extracted. If an annotator is unreliable, the trios in
which they are included will provide worse labels on average.
As the model learns, the agreement of unreliable annotators
with the model will tend to decrease

Empirically we find that skills computed in this way tend
to converge to a stable point and the average of the skills cor-
relates with validation accuracy of the model, see Figure 1.
We also find a strong correlation between estimated skills and
true skills estimated from clean labels, as shown on Figure 2.

3.5 Additional Methods
The authors of such methods as Contrast2Divide
[Zheltonozhskii et al., 2022] and DivideMix [Li et al.,
2020] demonstrated that semi-supervised learning is effec-
tive for learning from noisy labels. We use FixMatch [Sohn
et al., 2020] training in parallel to learning from labeled
examples. FixMatch method introduces an additional loss
for different predictions on two augmented versions of the
same image if the predictions are confident. No labels are
used during the process, so this loss remains unaffected by
label noise. Additionally, we use Stochastic Weight Aver-
aging [Izmailov et al., 2018] (SWA) and label smoothing.
Finally, we apply a simple RandAugment [Cubuk et al.,
2020] augmentation policy. We did not upscale the images
during either train or test stages. It allows to use a large batch
size, which is beneficial in presence of noisy labels.

4 Experiments and Results
In this section we describe our experimental setup and results.

4.1 Implementation Details
In our implementation, the dimensionality of annotator em-
beddings was 20. The Transformer consisted of four trans-
former blocks with four heads each. Image features were
projected into annotator embedding dimensionality via a lin-



Method Backbone Validation Test
BASELINE ResNet34 0.53 0.77
ITERATION 1 EfficientNetB1 0.70 0.78
ITERATION 2 EfficientNetB1 0.70 0.81
ITERATION 3 EfficientNetB1 0.76 0.90
ITERATION 4 ResNeXt101x32 0.77 0.90

Table 1: History of iterations of our method. Baseline is the
organizer-provided solution. Iteration 1: Annotator Embeddings,
SWA, Label Smoothing. Iteration 2: Iteration 1 plus FixMatch. Iter-
ation 3: Itration 2 plus optimized hyperparameters. Iteration 4: same
as Iteration 3, but with a larger backbone. All results are obtained
by training for 100 epochs under the aggregated noise setting.

ear layer to construct the transformer input sequence. The
classifier MLP consisted of two linear layers.

4.2 Hyper-Parameter Optimization
For hyperparameter optimization we used 20 iterations
of Bayesian optimization using Wandb Sweeps [Biewald,
2020]. Due to time constraints we optimized hyperpa-
rameters for the aggregated label noise settings. We used
the following parameter grid during hyper-parameter tuning:
learning rate ∈ [1e−5, 3e−3]; dropout ∈ {0.1, 0.2, 0.5};
label smoothing ∈ {0, 0.1, 0.2}; FixMatch loss coef-
ficient ∈ {0, 0.1, 0.3, 0.5, 0.8, 1}; FixMatch loss coeffi-
cient ∈ {0.6, 0.8, 0.9}; FixMatch softmax temperature: ∈
{0.5, 1, 1.5}. The best selected hyperparameter values were:

• learning rate: 0.0016

• dropout: 0.1

• FixMatch loss coefficient: 1

• FixMatch threshold: 0.6

• FixMatch softmax temperature: 1

• label smoothing: 0.1

The following parameters were hand-picked and kept
fixed:

• skill warm-up epochs: 25

• k best annotators to use for inference: 7

• batch size: 128

Table 1 contains the experimental results of different iter-
ations of our method under the aggregated noise setting. We
observe large improvements from adding SWA, label smooth-
ing and FixMatch. Scaling the backbone from ResNet34
to EfficientNetB1 provided a noticeable gain, but increas-
ing model size further did not have a strong effect within the
same number of training epochs. Table 2 contains the results
demonstrated by our final solution, ITERATION 4.

5 Conclusion
In this paper we described our solution to the image classifi-
cation task of the LMNL challenge. The task involved train-
ing an classifier on a noisy version of CIFAR-10 with the la-
bels obtained using crowdsourcing.

Noise Type Validation Test
AGGREGATED 0.77 0.90
RAND1 0.75 0.68
WORST 0.55 0.80

Table 2: Accuracy of the final method after training for 100 epochs
for all three noise settings with the best parameters.

We approached this task by modelling individual anno-
tator behavior via assumption-free embedding vectors, esti-
mating annotator reliabilities and self-supervised training us-
ing FixMatch. Annotator reliabilities were estimated via a
novel method where they are optimized alongside training the
model. It is able to provide reliabilities even when only one
noisy label per image is provided.
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